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Introduction
Today, multithreading is a mandatory software technology for taking full advantage of
the capabilities of modern computing platforms of any kind: servers, laptops,
smartphones, embedded devices, and so on. However, multithreading is also one of the
most complicated things in programming. Countless multithreading issues have
happened in the past in most critical software that we rely on, including operating
systems, databases, servers, and so on. These issues have not only caused software
crashes and incorrect computation results, but also data corruption, privacy leakage,
security vulnerabilities, and even patient deaths.
We introduce a groundbreaking technique ⧫ origin-sensitive thread data-flow
analysis ⧫ that can be used to effectively detect multithreading errors at compile time.
The technique is fast, precise, and scalable. It has been used to catch a large number
of multithreading errors in a wide variety of complex software, including Linux kernel, all
in a matter of minutes.
The technique has been implemented in Coderrect Scanner, an analysis platform for
multithreaded software.

A Closer Look at Multithreading
Today’s software is already very complex. For example, Google’s Chrome browser has
over 15 millions lines of code (MLOC), and Linux kernel has 25+ MLOC. The sheer

amount of code greatly complicates any security analysis and countermeasure, as well
as testing and debugging. What is worse is that due to the hardware “power wall”,
real-world software must become multithreaded to meet the ever-growing demand
for performance. This dramatically explodes the complexity of software.
Multithreading is mandatory even for applications that are not compute-intensive, in
order to share resources and improve responsiveness. For example, smartphones and
mobile apps have to multitask all the time so that users do not have to wait until a task
is completed, and operating systems must perform many different tasks at the same
time.
However, debugging multithreading errors is notoriously challenging. The reason
is that humans think sequentially, but multithreading is inherently concurrent. When
reasoning about resources shared by multiple threads, things become exponentially
complex.

Figure 1. Different interleavings produce different results.
Consider a counting program in Fig 1. Each thread increments a shared counter by one
by executing the statement “counter++”, which contains three instructions:
“tmp=counter”, “tmp=tmp+1”, and “counter=tmp”. Because the two threads run
concurrently, their interleaving, i.e., execution order of these six instructions, can be
different in different runs, due to scheduling non-determinism and timing differences
between different CPU cores. If the execution follows interleaving ➀, the final value of
the counter will be 2. However, if it follows interleaving ➁, the counter value will be 1.
The moment you start seeing non-deterministic results, you have to fight with arcane
multithreading errors such as race conditions, deadlocks, livelocks, etc. These bugs are
annoying to diagnose because they are difficult to reproduce. If they slip through testing
and get into production code of a critical software, it would be an unpredictable bomb.

Even experts can make mistakes with multithreading. It is not because they are not
careful, but just that the problem is so challenging. The challenge lies in the thread
interleavings: while interleaving between concurrent threads is essential for parallel
performance, it is also the culprit of multithreading errors. The interleaving space is so
large that it grows exponentially with the number of threads and the length of execution,
i.e., the so-called “interleaving explosion” problem. Even for a very simple multithreaded
program with 2 threads each with 40 instructions, there are 10^23+ different interleavings
each may produce a different behavior. It is practically impossible for any human
developer to enumerate all possible interleavings in order to reason about the
program’s behavior. The only hope is to use computer software to automatically inspect
every possible behavior. However, it would take 3.4 million years to check all the
10^23+ interleavings at a speed of 1 billion interleavings per second.

The Challenge in Four Dimensions
Multithreading errors are difficult to reproduce. When a failure occurs, developers
first need to reproduce it to understand the bug. However, the nondeterministic
interleaving makes reproducing multithreading errors extremely difficult. This problem is
further complicated by the fact that most modern hardware can reorder instructions,
which may make the bugs disappear while trying to capture them.
Multithreading errors are difficult to detect. It is difficult to detect multithreaded errors
because the errors can hide in some corner thread interleavings and corner code paths.
Multithreaded programming would be a lot easier if errors were all as obvious as in Fig
1. But the same bug can be hidden by language syntax in a variety of ways: sometimes
the shared location is accessed by different expressions; sometimes the shared location
is hidden by function calls. Even if each thread uses a single instruction to fetch and
update the location, there could be interleaving because the hardware might break the
instruction into interleaved reads and writes.
Multithreading errors are difficult to understand. Typical executions of real-world
multithreaded software contain a large number of threads and their interactions. It is
very difficult to locate the bug by inspecting these interactions. Moreover, bug
reproduction is often much slower than normal execution (e.g., 10X-1000X). For long
running programs, it can take weeks or even months to reproduce the bug. Further, the
bug reasoning process often involves frequent context switches between threads.

Multithreading errors are difficult to fix. Fixing multithreaded errors is often much
more time-consuming and error-prone than fixing sequential bugs. The state-of-the-art
bug fixing practices rely on inserting synchronizations, which are often expensive,
error-prone, and non-scalable. Improper synchronizations not only incur performance
problems, but can also introduce new bugs such as deadlocks. Moreover, eliminating a
bug in one interleaving does not mean the bug does not exist in another.

Deficiencies in Existing Methodology
A common practice in multithreaded software development today is stress testing.
Developers attempt to induce bad thread interleavings by creating thousands of threads
and running tests millions of times, a tedious and ineffective practice decreasing
developers’ productivity. Moreover, because the interleaving space is astronomical,
stress testing is far from adequate but can only cover a small fraction of the interleaving
space, risking the majority of potential multithreading errors to production.
The existing tools, including those from Google and Intel, typically detect multithreading
errors by tracing memory accesses per thread, running a program with a specific
configuration of number of threads and input, and to report an error if writing a memory
location violates certain invariants. This approach has several deficiencies: 1) it is slow
because of the high overhead associated with memory tracing; 2) detection depends on
the specific thread and input configuration, so it may miss errors that do not manifest
with a specific configuration—testing every possible thread setting and input is
practically infeasible; 3) it can be sometimes difficult to accurately pinpoint the cause of
a multithreading error in the source code since this method involves redirection through
debugging information for the executables; 4) it provides little actionable information for
developers, i.e., even if an error were found, what caused that error, and how to fix it
usually still will take a lot more investigation by the developers.

A Groundbreaking Technique
The Coderrect team has developed a groundbreaking technique, namely
“origin-sensitive thread data flow analysis (TDFA)”, that enables efficiently checking
multithreading errors when the code compiles. Technical papers describing TDFA have
been published in top academic conferences and journals (e.g., [1][2][3][4]).

Figure 2. An illustration of origin-sensitive thread data flow analysis (TDFA).

Figure 3. A multifaceted graph representation of source code by TDFA.
A key novelty behind TDFA are origins, an extended notion of threads and events that
unify them through two parts: 1) an entry point that represents the beginning of a thread
or an event handler, and 2) a set of attributes that capture additional semantics, such as
thread ID, event type, or pointers to memory objects that will be used in the thread or
event handler. Fig 2 illustrates an advantage of using origins to distinguish

thread-shared and thread-local data. The origin attributes can be annotated in the code,
specified via configuration or inferred automatically at the origin’s entry point and the
allocation site of memory objects.
TDFA performs a deep analysis on the source code and transforms it into a multifaceted
graph. As depicted in Fig 3, the TDFA graph captures thread interactions under different
code paths with respect to shared resources, which allows precisely localizing all
possible multithreading errors in the source code, with no need to run the program.
Moreover, TDFA is fast: it scales to million-line code bases in a matter of minutes.

Figure 4. A technical overview of Coderrect Scanner.

The Coderrect Scanner
Coderrect is the first and only vendor to offer TDFA as an integral part of source code
analysis. Coderrect Scanner has a number of salient features:
- Super fast, precise, and scalable -- analyzing million-line code bases in minutes;
- Super easy to use -- integrated into the development cycle as a build command;
- Pinpoints multithreading errors in the source code the moment the project is built;
- Provides detailed information (thread call stacks, shared variables,
synchronizations, etc) to understand and fix the problem.
Fig 4. shows a technical overview of Coderrect Scanner. It is built on top of the LLVM
ecosystem with capabilities to analyze multithreaded software written in most
mainstream languages such as C/C++/Rust/Objective-C/Fortran/OpenMP.

Powered by TDFA, it performs sophisticated analyses on the multifaceted graph to
detect multithreading errors including race conditions, deadlocks, order violations,
atomicity violations, missing locks, inconsistent locks, time-of-check to time-of-use
(TOCTOU), and other common multithreading issues. At the end of the analysis,
Coderrect will generate a report that can be viewed in a browser (Figure 5.)

Figure 5. Coderrect report UI.

Figure 6. shows a multithreading error detected by Coderrect in redis 6.0.7. The error is
a data race between the main thread in loadDataFromDisk and the IO Threads in
processGopherRequest. The Redis developers confirmed the bug and provided a fix in
just a few hours after the bug report was filed by the Coderrect team.
Figure 7. shows a multithreading bug detected by Coderrect in bitcoin. The bug is a
race condition on the block storage between the FlushStateToDisk thread and the REST
HTTP handler. It is sufficiently complex that it even took the bitcoin developers some
effort to verify.

Figure 6. A race condition detected by Coderrect in redis 6.0.7.
https://github.com/redis/redis/issues/7391

Figure 7. A complex multithreading bug detected by Coderrect in bitcoin.
https://github.com/bitcoin/bitcoin/issues/21627

Conclusion
As Moore's Law hits an end, software must move to multithreading in order to take
advantage of new hardware capabilities. Getting multithreading correct is notoriously
difficult. Coderrect, powered by a groundbreaking technique, provides an easy-to-use,
high-performance platform to detect multithreading errors at code development time.
Coderrect delivers a unique solution to make multithreading easy for software.
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